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Abstract.

This paper presents a transparent and reproducible machine-learning framework for developing surrogate models that predict

operational variables and structural loads of the IEA 3.4 MW wind turbine. The framework is based on a comprehensive dataset

of aeroelastic simulations generated across multiple operational modes and wind conditions using HAWC2. Several surrogate

modeling approaches are investigated, including Artificial Neural Networks, Gaussian Process Regression and Random Forests.5

The models are trained and evaluated using multiple feature engineering strategies and data scaling approaches to assess their

predictive performance and robustness across different response variables. The primary objective of this work is not to identify

a single optimal surrogate model, but to provide a transparent, accessible, and reproducible workflow for surrogate model

development for optimization-friendly structural loads and operational response estimation. The article documents the complete

process of dataset generation, feature engineering, model training, and performance evaluation, enabling consistent comparison10

of machine-learning approaches and facilitating future methodological developments. By providing both the simulation dataset

and the associated surrogate-modeling workflow, this work aims to support the development, benchmarking, and adoption of

scientific machine-learning-based surrogate models within the wind energy research community.

*The author is currently affiliated with 3Nordex Energy SE Co. KG, however, his contributions to this work were purely carried
out as part of his previous affiliation at the 2Wind Energy Institute, Technical University of Munich.
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1 Introduction

Wind energy has become one of the dominant technologies supporting the global energy transition, and its installed capacity15

continues to increase worldwide. At the same time, modern wind turbines are becoming larger, and wind farms are increas-

ing in both size and complexity. Because of the large amount of energy produced by utility-scale wind farms, even modest

improvements in operational efficiency or structural load mitigation can translate into substantial economic benefits through

increased annual energy production (AEP), reduced maintenance costs, and extended turbine lifetime.

These challenges have motivated extensive research in wind farm control (WFC), which aims to optimize the collective20

operation of wind turbines by coordinating control actions across the farm. Early WFC research primarily focused on increasing

AEP and reducing structural loading through wake steering and coordinated control strategies (Veers et al. (2019); Knudsen

et al. (2015); Kheirabadi and Nagamune (2019); Wingerden et al. (2020)). More recently, the field has evolved towards a

broader systems perspective that additionally considers economic objectives, power system services, environmental impact,

and overall wind farm performance (Veers et al. (2022); Eguinoa et al. (2021)).25

The development and assessment of advanced WFC strategies rely heavily on high-fidelity wind flow and aeroelastic sim-

ulations. Although these models provide detailed predictions of turbine behaviour, they are computationally expensive and

therefore impractical for applications requiring thousands of repeated evaluations, such as controller optimization, uncertainty

quantification, or large-scale design studies. Field measurements provide an alternative source of information but are often

proprietary, difficult to access, and limited in their coverage of operating conditions.30

Several surrogate-modelling methodologies have been investigated for predicting wind-turbine operational responses and

structural loads using either simulation data or field measurements. Polynomial chaos expansions have demonstrated their abil-

ity to approximate aeroelastic responses while providing a computationally efficient means of propagating input uncertainty

(Dimitrov et al. (2018)). Gaussian Process Regression (GPR) has also been studied extensively, with its predictive accuracy

and suitability for relatively small training datasets being highlighted in Singh et al. (2022). Artificial Neural Networks (ANNs)35

remain among the most widely investigated model families because of their flexibility, scalability, and ability to represent com-

plex nonlinear relationships between inflow conditions and turbine responses (Bay et al. (2026); Nolasco Santos et al. (2023);

Vad et al. (2026); Schröder et al. (2018)). Tree-based ensemble methods have received comparatively less attention in this con-

text, although initial studies have reported competitive predictive performance at low training and inference costs, particularly

for gradient-boosted decision trees (Tsaklis et al. (2026a)). Bayesian neural networks have likewise shown promising results by40

combining nonlinear predictive capability with estimates of predictive uncertainty (Dimitrov et al. (2022); Konis et al. (2026);

Hlaing et al. (2023)). Mixture Density Networks (MDNs) have also shown promising results, offering the ability to capture

complex response distributions and quantify predictive uncertainty, particularly aleatoric uncertainty (Singh et al. (2024)).

Irrespective of the selected model family, the representativeness of the training data remains central to surrogate-model per-

formance. In particular, wake-induced and partially waked inflow conditions introduce spatial variations across the rotor plane45

that cannot necessarily be represented adequately by conventional inflow descriptors. Previous studies have consequently re-

ported reduced load-prediction accuracy under waked conditions (Vera-Tudela and Kühn (2017); Tsaklis et al. (2026a)). To
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address this limitation, Shaler et al. (2022) proposed extracting rotor-plane flow information to provide a more detailed repre-

sentation of the inflow experienced by the turbine. The value of spatially resolved wake descriptors for surrogate load prediction

was subsequently investigated in Guilloré et al. (2024); Ramaswamy et al. (2026). However, the datasets and complete mod-50

elling workflows underlying these studies were not made openly available, limiting their reproducibility and reuse.

More broadly, openly available aeroelastic datasets generated under well-defined and controlled conditions remain scarce.

One notable contribution is the dataset presented by Pettas and Cheng (2024); however, its scope does not encompass several

conditions relevant to realistic turbine operation, including yaw misalignment, multiple operational modes, and waked or

partially waked inflow. The present work addresses these limitations by providing an openly documented aeroelastic simulation55

dataset that covers multiple operational modes, yaw-misalignment and down-regulation settings, and a broad range of free-

stream, waked, and partially waked conditions. The dataset is accompanied by a reproducible surrogate-modelling framework

implementing ANN, GPR, and Random Forest (RF) models. These model families include both well-established approaches,

such as ANN and GPR, and a comparatively less explored tree-based approach whose performance for aeroelastic-response

prediction warrants further investigation. Together, the dataset and framework provide a transparent foundation for developing,60

evaluating, and comparing surrogate models under a common set of controlled operating and inflow conditions.

This paper addresses this need by presenting a benchmark dataset and an accompanying surrogate-model framework based

on high-fidelity aeroelastic simulations of the IEA 3.4 MW reference wind turbine (Bortolotti et al. (2019)). The dataset

comprises several hundred thousand simulations covering a wide range of inflow conditions, yaw misalignments, and controller

operating points, including both free-stream and waked conditions representative of wind farms. Alongside the dataset, a65

reproducible software framework is provided for data preprocessing, surrogate-model training, evaluation, and post-processing.

The framework is organized into distinct components that can be used and adapted independently, allowing researchers, for

example, to apply alternative surrogate-model methodologies to the provided dataset or to use the training and evaluation

workflow with other compatible datasets.

Rather than proposing a new surrogate methodology, the objective of this work is to provide a transparent foundation upon70

which future surrogate-model studies can be developed and compared. The framework enables systematic benchmarking of

different machine-learning algorithms, feature engineering strategies, and training procedures using a common dataset. It is

intended to support future research on wind turbine response prediction, uncertainty quantification, controller development, and

data-driven wind farm operation with a fully reproducible workflow and conditional open access for research organisations.

Beyond surrogate-model development, the dataset provides a resource for investigating how different inflow and operating75

conditions influence the aeroelastic response of the turbine. It can therefore support the identification of response trends,

sensitivities, and dependencies across the investigated parameter space. Such insights may inform future developments in

areas extending beyond load-surrogate modelling, including turbine design, control strategies, load assessment, and wind-farm

operational analysis.

The remainder of this paper is organized as follows. Section 2 describes the design of experiment and the generation of80

the benchmark dataset through wind field and aeroelastic simulations. Section 3 presents the surrogate modeling framework,

including data preprocessing, feature engineering, model training, and evaluation procedures. Section 4 summarizes the per-
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formance of the surrogate model families using the adopted evaluation metrics and discusses the results. Finally, Section 5

concludes the paper, outlines its main contributions, and discusses potential directions for future work.

2 Design of experiment & Database generation85

The general workflow adopted in this study is illustrated in Fig. 1. This section focuses on the first two stages of the workflow:

wind-field creation and aeroelastic simulation. Section 2.1 describes the generation of the wind fields, the extraction of the

wake slices, and the selection of the inflow conditions. Subsequently, Section 2.2 presents the setup of the HAWC2 aeroelastic

model and controller, together with the processing and inspection of the resulting simulation outputs used to construct the

dataset.90

Figure 1. General workflow of the proposed surrogate-model development framework.

2.1 Wind field generation

The wind fields distributed as part of this dataset were generated using the wake-slice methodology introduced and validated

by Guilloré et al. (2026b), and subsequently applied within the integrated wind-farm response framework presented by Vad

et al. (2026). The resulting inflow database is intended for the generation of wind-turbine load surrogate models based on

sector-averaged inflow quantities, following the load-surrogate formulation originally proposed by Guilloré et al. (2024) and95

further validated in Ramaswamy et al. (2026). While the methodological developments are described in detail in these earlier
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works, the objective of the present paper is to document and disseminate the resulting open-source dataset and the associated

surrogate-model resources.

The database contains two categories of turbulent inflow conditions: clean inflow profiles and waked inflow profiles. Clean

inflow profiles represent ambient free-stream turbulence, whereas waked inflow profiles include the effects of upstream turbine100

operation, such as velocity deficits, wake meandering and wake-added turbulence. Together, these inflow conditions span the

range of operating environments required for the development of load surrogate models applicable to both isolated and wind-

farm turbines.

For the clean inflow conditions, turbulent wind fields were generated using standard stochastic turbulence generation ap-

proaches commonly adopted in aeroelastic simulations. The Kaimal turbulence spectrum implemented in TurbSim (Jonkman,105

2009) is used. The database covers a wide range of ambient wind speeds (3-26 m/s) and turbulence intensities (2-47 %) repre-

sentative of wind-energy applications. Additional meteorological characteristics, such as wind-speed profiles, wind-direction

profiles and shear conditions, can subsequently be superimposed depending on the requirements of the downstream aeroelastic

simulations.

The waked inflow conditions were generated using the Dynamic Wake Meandering (DWM) model (Larsen, 2007) imple-110

mented in FAST.Farm (Jonkman et al., 2018). To capture the physical mechanisms driving turbine loading within a wind farm,

FAST.Farm v4.0 (National Renewable Energy Laboratory, 2024) was used, which augments the classical DWM framework

with wake-added turbulence (Kretschmer et al., 2021; Branlard et al., 2024) and curled-wake models (Branlard et al., 2023).

A single instance of the NREL-1.79-100 reference wind turbine (NREL, 2024), which has a diameter of 100 m, was used as

a wake-generating turbine. The resulting wake flow fields were sampled at multiple locations downstream of the rotor to create115

a library of free-stream, partially waked and fully waked inflow conditions. The objective was to generate a diverse dataset

representative of the range of wake interactions encountered within wind farms while preserving the spatial and temporal

coherence of the turbulent flow field. This strategy allows large databases of waked inflow conditions to be produced from a

limited number of wind-farm simulations, as demonstrated in Guilloré et al. (2026b).

To ensure broad coverage of relevant environmental conditions while maintaining a tractable computational cost, the ambient120

conditions used for wake generation were selected using a Latin Hypercube Sampling (LHS) (McKay et al., 1979) following

the methodology described in Vad et al. (2026). The sampling was designed to provide representative coverage of the inflow

parameter space while minimizing the number of required wind-farm simulations. Since the surrogate methodology relies on

local inflow descriptors derived from four sector-averaged wind speeds (SAWS) and four sector-averaged turbulence intensities

(SATI), particular attention was given to ensuring that the sampled ambient conditions adequately populated the resulting125

eight-dimensional inflow space. Additional edge cases were included to limit surrogate extrapolation and improve coverage of

extreme wake situations. A total of 83 combinations of ambient wind conditions, defined by mean wind speed and turbulence

intensity, were ultimately retained through this sampling procedure to populate the library of inflow profiles.

Dynamic operating conditions of the wake-generating turbine were simulated in FAST.Farm across the selected ambient

conditions. During the simulations, the three-dimensional flow solution was exported as high-resolution .vtk files at regular130

time intervals. These files contain the local velocity field resolved on the FAST.Farm domain and provide a computationally
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efficient basis for extracting large numbers of wake realizations through post-processing without requiring additional wind-

farm simulations.

The exported flow fields were subsequently processed to reconstruct reduced wake slices at user-defined locations relative to

the wake-generating turbine, following the procedure described in Guilloré et al. (2026b). The selected streamwise locations135

were

X/D = [−0.5, 4, 5, 6, 7, 8], (1)

while the lateral positions were

Y/D = [−1, −0.75, −0.50, −0.25, 0, 0.25, 0.50, 0.75, 1], (2)

where D denotes the rotor diameter of the NREL-1.79-100 turbine (NREL, 2024). This sampling strategy generated a wide140

variety of inflow conditions, ranging from unwaked free-stream operation to strong wake-impact scenarios. In addition, the

intermediate lateral positions capture asymmetric partial-wake conditions, which are commonly encountered in practical wind-

farm operation and are particularly relevant for the sector-based load surrogate methodology of Guilloré et al. (2024). In total,

the six downstream positions and nine lateral positions yielded 54 wake slices for each FAST.Farm ambient-condition case.

All FAST.Farm simulations were run for 800 s. A 200 s initialization period was included to allow the wake to develop145

and propagate through the domain, after which the remaining 600 s were retained for load analysis and inflow-field extraction.

Each operating condition was simulated using six independent turbulent realizations to ensure statistical convergence of the

extracted inflow characteristics and resulting load metrics.

For each extraction location, a square inflow domain of 120× 120 m was reconstructed around the wake center. These

dimensions were selected to retain the relevant wake structures while keeping the resulting files computationally manageable150

for large-scale aeroelastic simulation campaigns. The extracted fields were discretized using a spatial resolution of 5 m in

both spatial directions and a temporal resolution of 0.1 s. Particular attention was given to these resolutions because accurate

representation of fatigue-driving turbulence structures and wake-meandering phenomena is essential for reliable estimation

of damage equivalent loads (DELs). As discussed by Liew and Larsen (2022), coarse spatial or temporal discretization may

significantly affect the resulting fatigue predictions. The adopted discretization therefore preserves the turbulent fluctuations155

and wake gradients required for the generation of accurate load-surrogate datasets.

The resulting database consists of time-resolved wake slices containing the full spatial variation of the local wind velocity

over the extraction plane. Because all slices originate from the same underlying FAST.Farm simulations, they retain the physical

consistency of the modeled wake development while enabling a systematic investigation of wake effects as a function of

downstream distance and lateral offset. The wake-slice concept allows the expensive wind-farm simulations to be performed160

only once, while the resulting inflow fields can subsequently be reused for multiple aeroelastic simulation campaigns, turbine

models and controller configurations.
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Following the framework proposed by Guilloré et al. (2024) and Ramaswamy et al. (2026), the local inflow contained within

each wind field can be decomposed into four rotor sectors, from which sector-averaged wind speeds (SAWS) and sector-

averaged turbulence intensities (SATI) are derived. These quantities constitute the principal inflow descriptors used by the165

load-surrogate models distributed with the present dataset. The use of sector-averaged quantities enables the representation of

free-stream, waked, wake-steered and partially waked operating conditions through a common set of local inflow parameters.

The generated wake slices were subsequently converted into turbulent inflow files suitable for aeroelastic simulations. When

required by the downstream aeroelastic model, the inflow fields were spatially rescaled to match the dimensions of the target

rotor while preserving the underlying wake characteristics and turbulent-flow structures. For larger rotor diameters, the original170

120× 120 m extraction domain was expanded to 132× 132 m to ensure full coverage of the rotor-swept area.

The complete library of clean and waked turbulent inflow files described in this section is openly available on Zenodo at

(Guilloré et al., 2026a). This repository contains the inflow datasets generated within the framework of Vad et al. (2026),

including the wake-slice databases used as the basis for the present work. The wind fields generated through this procedure

constitute the inflow database used to develop the surrogate models distributed with the present dataset.175

Readers interested in the methodological details of the sector-averaged inflow descriptors, the wake-slice generation ap-

proach, the associated validation studies, and the broader wind-farm-response framework are referred to Guilloré et al. (2024),

Guilloré et al. (2026b), and Vad et al. (2026).

2.2 Aeroelastic simulation setup and post-processing

All aeroelastic simulations were performed using the IEA 3.4 MW land-based reference wind turbine, developed within the180

IEA Wind Task 37 (Bortolotti et al., 2019). The model was developed as a reference representation of a modern land-based

wind turbine and was selected for the present work because its aerodynamic and structural definitions are openly available,

allowing the simulation database to be documented and reproduced without the confidentiality restrictions associated with

commercial turbine models. Furthermore, its multi-megawatt rating and dimensions are representative of the scale of currently

deployed onshore turbines and is also relevant to the TWAIN ((European Commission, 2023)) project application studies. The185

main characteristics of the turbine are summarized in Table 1.

The turbulent wind fields described in Sect. 2.1 are used as inflow to standalone aero-servo-elastic simulations of the IEA

3.4 MW reference wind turbine. The turbine is simulated using HAWC2 (Larsen and Hansen (2007)), together with the DTU

Wind Energy Controller (Meng et al. (2020)), which is subsequently adapted to represent the different operational and control

modes described below. The complete reference-turbine definition is openly available through the IEA Wind Systems GitHub190

repository2, including its HAWC2 implementation. The HAWC2 implementation of the reference turbine is based on the openly

available IEA 3.4 MW model, while the simulation setup follows the general methodology adopted within the TWAIN wind-

farm response framework (Vad et al., 2026) and in related applications using the same turbine model (Pettas et al., 2026). Each

aeroelastic simulation has a total duration of 800 s. The first 200 s are discarded to remove initialization transients and allow

the turbine and inflow response to develop, while the remaining 600 s are retained for the calculation of the operational and195

2https://github.com/IEAWindSystems/IEA-3.4-130-RWT
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Table 1. Main characteristics of the IEA 3.4 MW land-based reference wind turbine used for the aeroelastic simulations Bortolotti et al.

(2019).

Parameter Value

Rated electrical power 3.4 MW

Rotor diameter 130 m

Hub height 110 m

Number of blades 3

Rotor configuration Upwind, horizontal-axis

Drivetrain configuration Geared

IEC turbine class IIIA

structural-response quantities, corresponding to a standard 10-min evaluation period. For each inflow and control condition, six

independent turbulent realizations are simulated to account for seed-to-seed variability and provide statistically representative

response quantities. The aeroelastic equations are integrated using a simulation time step of 0.01 s. To facilitate reproducibility

of the database generation process, the HAWC2 input files (.htc) used for the different simulation configurations are provided

together with the accompanying dataset.200

The standard DTU Wind Energy Controller (Meng et al., 2020) is used as the baseline controller and adapted to represent

the operational and control conditions included in the simulation database. Following the TWAIN wind-farm response frame-

work (Vad et al., 2026), four operational modes are considered: power production (PP), start-up (SU), shut-down (SD), and

parked (PK). During PP operation, the turbine response is characterized under normal operation and under two control actions

relevant to wind farm control: power down-regulation and static yaw misalignment. These control actions are considered both205

independently and in combination in order to span the range of turbine operating conditions associated with power-based and

yaw-based wind farm control. For SU and SD, power down-regulation is retained as an applicable control input, whereas yaw

misalignment is not considered, under the assumption that the turbine is aligned with the incoming wind before performing the

corresponding transition. No active control setpoints are prescribed in PK operation.

Power down-regulation is represented by normalized power setpoints of pset = {0.85,0.90,0.95,1.00}, corresponding to210

85–100% of the baseline power trajectory in increments of 5%. The controller follows the constant tip-speed-ratio (Iso-TSR)

down-regulation approach described in (Pettas and Cheng, 2018, 2024), in which the requested reduction in power is achieved

primarily through a reduction in generator torque rather than rotor speed. This choice preserves the rotor-speed trajectory and

consequently avoids shifting the rotational excitation frequencies of the turbine, while previous aeroelastic analyses have shown

that the strategy can provide substantial reductions in structural fatigue loading (Pettas, 2024). The selected 85–100% range215

was chosen specifically for the wind-farm-control applications targeted by the database. For the considered turbine, the aero-

dynamic design and the resulting(CP )–(CT ) characteristics lead to a comparatively steep reduction in thrust over this range

for a relatively moderate reduction in power. Consequently, operating within this region can provide meaningful reductions

in turbine loading and wake strength while limiting the associated energy penalty. At lower power setpoints, the additional
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reduction in thrust and structural loading becomes progressively smaller relative to the additional loss of power, making these220

operating points less attractive for the applications considered here. Yaw-based control is represented by static yaw misalign-

ments between −30◦ and +30◦ in increments of 10◦, i.e. γ ∈ {−30◦,−20◦,−10◦,0◦,10◦,20◦,30◦}. The range covers both

positive and negative wake-steering directions commonly considered within wind farm control, while the 10◦ discretization

provides sufficient coverage of the control space without excessively increasing the number of aeroelastic simulations.

The four operational modes are implemented so that their resulting response quantities can be evaluated consistently over225

the common 600 s analysis window. In PP mode, the turbine remains in power-producing operation throughout the complete

evaluation period. In PK mode, the turbine is non-producing, with the blades pitched to the 90◦ feather position and the

rotor left free to rotate without application of the mechanical brake. SU and SD represent a single transition between these

two operating states and are implemented using the corresponding start-up and shut-down functionality of the controller.

Rather than evaluating only the comparatively short maneuver itself, the transition is embedded within the 600 s evaluation230

interval so that the resulting response metrics remain directly comparable with those of the other operational modes (Vad et al.

(2026); Pettas et al. (2026)). For SD, the turbine initially operates in power-production mode for 150 s before the shut-down

maneuver is initiated, after which it remains parked for the remainder of the evaluation interval. Conversely, for SU, the turbine

initially remains parked, performs the start-up maneuver, and subsequently operates in power-production mode for 150 s. This

standardized representation retains the contribution of the transient event while avoiding the need to introduce the timing of235

the maneuver as an additional input dimension of the database.

Following each aeroelastic simulation, the structural-load time series over the retained 600 s interval are post-processed

to obtain DELs. For load channels for which a combined response is reported, the resultant load is first calculated at each

simulation time step from the corresponding orthogonal components. For two components M1(t) and M2(t), the combined

signal is defined as240

Mcomb(t) =
√

M2
1 (t)+M2

2 (t). (3)

The DEL is subsequently calculated from the resulting time series, rather than by combining DELs calculated independently

for the individual components. Cycle counting is performed using the rainflow algorithm, and the 1 Hz equivalent DEL for

each 10-min simulation is calculated

Meq =

[
1

Neq

∑

i

ciL
m
i

]1/m

, (4)245

where ci is the number of cycles with load amplitude Li, m is the corresponding Wöhler exponent, and Neq = 600 is the

reference number of cycles, corresponding to a 1 Hz DEL over the 600 s evaluation interval (Miner (1945)). Wöhler exponents

of (m=10) are used for the blade-root load channels and (m=4) for the remaining steel-dominated structural channels. No

mean-load correction is applied during the fatigue calculation, and the reported quantities correspond directly to section loads

and moments from the aeroelastic model as they are not converted to local stresses.250

In addition to the structural-load DELs, statistical descriptors of the relevant operational quantities are extracted from the

retained 600 s simulation time series, including generator power, rotor speed, and blade pitch angle. The blade pitch travel
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is additionally calculated as a simplified metric of pitch actuator usage. The total pitch travel over the evaluation interval is

defined as:

ADC=

tend−1∑

t=t0

|θt+1 − θt| , (5)255

where θt denotes the blade pitch angle at time step (t) and ADC stands for Actuator Duty Cycle. In addition to these

derived quantities, the mean, standard deviation, minimum, and maximum values of the relevant simulation-output channels

are retained during post-processing.

The version of HAWC2 used for running the aeroelastic simulations corresponds to 13.2.12, which is an intermediate

version and not a part of the official HAWC2 release yet. However, the exact executable used in this work is shared via260

https://doi.org/10.5281/zenodo.22911878 to ensure full reproducibility of the results. This intermediate version was chosen

because it features a new sparse Newmark solver that not only handles sparse constraint matrices but also sparse body matri-

ces, which makes it faster than the previous solver.

The main input file to HAWC2 is the .htc file, a text file containing all information regarding the turbine model (structural

definition, aerodynamic properties, controller settings etc.) as well as simulation-specific information (time, solver parameters,265

wind conditions, controller actions etc.) and the output list definition the time series of which will be retrieved. It additionally

points to the rest of input files (.st files for Timoschenko beam properties for each main body, .ae file for the aerodynamic

definition of the blades planform, .pc file for the profile coefficients of each airfoil, .turb files for the turbulence boxes and .dll

files for the pre-compiled dynamic link libraries that will communicate with HAWC2 core during a simulation, such as the

controller or the blade pitch and generator servos). One .htc file corresponds to one simulation realization.270

The output from HAWC2 consists of .gtsdf files containing the time series of the output sensors defined in the .htc file, which

are shown in Tables 5 to 7. Other output formats are available, but gtsdf (General Time Series Data Format) is chosen since it is

the only format supported by the post-processing framework available in wetb (DTU Wind Energy), a public Python package

developed by DTU Wind containing tools intended for use in the wind community, and especially HAWC2 users.

The post-processing of the .gtsdf files is done in steps. First time series are post-processed for each simulation, so a few275

different statistics are extracted for each output sensor. For doing so, the script collect_postproc.py defines and applies

the post-processing functions to the time series (shown in Table 2). The outputs of this script are NetCDF files, one for each

post-processing function and containing the values for all simulations.
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Table 2. Post-processing functions applied to time series.

Name Description

statistics Returns min, mean, max and std of all sensors

equivalent_loads Returns 1Hz DEL of all load sensors for a given list of Wöhler

slopes

actuator_duty_cycle Returns the ADC of the blade pitch sensors

resultant_statistics Returns min, mean, max and std of combined sensors

resultant_equivalent_loads Returns 1Hz DEL of combined load sensors for a given list of

Wöhler slopes

Secondly the NetCDF files are manipulated by manipulate_postproc.py. The simulation parameters shown in Ta-

ble 3 are added as auxiliar coordinates, and also some fixtures are made (conversion to right units and selection of the outputs280

of interest).

Table 3. Simulation parameters to be added as auxiliar coordinates.

Name Description

dlc Operational mode (PP / SU / SD / PK) [-]

pmode Controller mode (normal / down-regulation) [-]

pset Normalized power setpoint [-]

yaw Yaw misalignment [deg]

wsp Ambient wind speed [m/s]

ti Ambient turbulence intensity [-]

x_spacing Wake-generating turbine streamwise location [D]

y_spacing Wake-generating turbine lateral location [D]

seed Turbulence box random number [-]

Independently, the ambient wind speed and turbulence intensity of every inflow file are averaged across each of the four

sectors (left, up, right, down) in which the rotor is divided. This can be done by extract_saiqs.py and the .wnd files, but

nevertheless the NetCDF file with these values is also shared.

Finally create_database.py creates the databases. It first assembles the different post-processings into a single di-285

mension "statistic" (choosing the right Wöhler slope for the DEL of each load sensor) and adds the previously extracted

sector-averaged ambient wind speed and turbulence intensity to their corresponding simulations. Then the statistics across

seeds are performed; simulations are grouped into bins with the exact same parameters except for seed, then the statistics

shown in Table 4 are computed across seeds. The outputs of this script are one NetCDF file for each statistic. The median p50

is what will be used for training the surrogate models.290
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Table 4. Statistics applied across seeds.

Name Description

min Minimum

mean Mean

max Maximum

std Standard deviation

p25 Percentile 25

p50 Percentile 50

p75 Percentile 75

p90 Percentile 90

In addition to the aforementioned simulation parameters, Tables 5 to 7 summarize the output channels available in each

NetCDF file. The user-selected wind points 1–9 correspond to distinct spatial locations at which the three wind-velocity com-

ponents were evaluated. Their exact coordinates are specified in the accompanying HAWC2 input files. Similarly, tower lo-

cations 1–3 used for the local tower load and acceleration channels correspond to 25%, 50%, and 75% of the tower height,

respectively.295

Table 5: Available operational, inflow, and aerodynamic target channels.

Channel description

Operational variables

Blade pitch angle (position) (for blade 1, 2 & 3)

Rotor azimuth angle (position)

Rotor azimuth angular speed

Electrical generator torque

Electrical generator power

Inflow variables

X, Y, Z components of wind at user selected wind points 1–9

Rotor aerodynamic quantities

Total rotor aerodynamic load (force in x direction)

Total rotor aerodynamic load (moment in x direction)

Rotor aerodynamic power
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Table 6: Available drivetrain and tower-response channels.

Channel description

Low-speed shaft loads

Low-speed shaft thrust force (this is constant along the shaft and is equivalent to the rotor thrust force)

Rotating low-speed shaft shear force in the ya direction (this is constant along the shaft)

Rotating low-speed shaft shear force in the za direction (this is constant along the shaft)

Nonrotating low-speed shaft shear force in the ys direction (this is constant along the shaft)

Nonrotating low-speed shaft shear force in the zs direction (this is constant along the shaft)

Low-speed shaft torque (this is constant along the shaft and is equivalent to the rotor torque)

Rotating low-speed shaft bending moment about the ya axis at the shaft tip

Rotating low-speed shaft bending moment about the za axis at the shaft tip

Nonrotating low-speed shaft bending moment about the ys axis at the shaft tip

Nonrotating low-speed shaft bending moment about the zs axis at the shaft tip

Combined nonrotating low-speed shaft bending moment at the shaft tip (projection in the ys–zs plane)

Tower-top loads

Tower-top / yaw bearing yaw moment

Nonrotating tower-top / yaw bearing roll moment

Nonrotating tower-top / yaw bearing pitch moment

Combined tower-top fore-aft and side-to-side bending moment

Tower-base loads

Tower base fore-aft shear force

Tower base side-to-side shear force

Tower base roll (or side-to-side) moment (i.e., the moment caused by side-to-side forces)

Tower base pitching (or fore-aft) moment (i.e., the moment caused by fore-aft forces)

Tower base yaw (or torsional) moment

Combined tower-base fore-aft and side-to-side bending moment

Local tower loads

Local tower roll (or side-to-side) moment (of tower loc 1, 2 & 3)

Local tower pitching (or fore-aft) moment (of tower loc 1, 2 & 3)

Local tower yaw (or torsional) moment (of tower loc 1, 2 & 3)

Tower accelerations

Continued on next page
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Table 6 – continued from previous page

Channel description

Tower-top / yaw bearing fore-aft (translational) acceleration (absolute)

Tower-top / yaw bearing side-to-side (translational) acceleration (absolute)

Local tower fore-aft (translational) acceleration (absolute) (of tower loc 1, 2 & 3)

Local tower side-to-side (translational) acceleration (absolute) (of tower loc 1, 2 & 3)

Table 7: Available blade-root load channels.

Channel description

Blade-root loads

Out-of-plane shear force at the blade root (for blade 1, 2 & 3)

In-plane shear force at the blade root (for blade 1, 2 & 3)

Flapwise shear force at the blade root (for blade 1, 2 & 3)

Edgewise shear force at the blade root (for blade 1, 2 & 3)

In-plane moment (i.e., the moment caused by in-plane forces) at the blade root (for blade 1, 2 & 3)

Out-of-plane moment (i.e., the moment caused by out-of-plane forces) at the blade root (for blade 1, 2 & 3)

Pitching moment at the blade root (for blade 1, 2 & 3)

Edgewise moment (i.e., the moment caused by edgewise forces) at the blade root (for blade 1, 2 & 3)

Flapwise moment (i.e., the moment caused by flapwise forces) at the blade root (for blade 1, 2 & 3)

Combined flapwise and edgewise moment at the blade root (for blade 1, 2 & 3)

Combined in-plane and out-of-plane moment at the blade root (for blade 1, 2 & 3)

3 Surrogate Modeling Methodology

This section describes the surrogate-model development framework used to transform the aeroelastic simulation database

presented in Section 2 into predictive machine-learning models. The objective of the framework is to provide a transparent,

reproducible, and extensible workflow that can serve as a benchmark for developing and evaluating surrogate models using

simulation-based wind turbine datasets. The framework is available as a frozen code release in the Zenodo repository accompa-300

nying this dataset (Tsaklis et al. (2026b)). Throughout this section, the individual processing steps are described together with

the corresponding scripts in the repository to facilitate reproducibility and enable users to adapt the workflow to other datasets

or surrogate model architectures. The process of surrogate model development is illustrated in Fig. 2. To facilitate the use of
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the framework, a technical code workflow illustrating the execution sequence of the repository scripts is provided in Fig. 3.

The channels that are selected for the data-driven model training are presented in Table 8.305

Table 8. Input and target channels used for surrogate-model training.

Input channels Target channels

Operational variables Blade loads Main shaft loads Tower top loads Tower base loads

SAWS right Generator power Blade root edgewise moment Low-speed shaft torque Yaw bearing roll moment Tower base side-side moment

SAWS left Rotor speed Blade root flapwise moment Low-speed shaft y bending moment Yaw bearing pitch moment Tower base fore-aft moment

SAWS up Pitch angle ADC Blade root pitching moment Low-speed shaft z bending moment Yaw bearing yaw moment Tower base torsional moment

SAWS down Blade root in-plane moment Shaft combined bending moment Tower top combined moment Tower base combined moment

SATI right Blade root out-of-plane moment

SATI left Blade root combined moment

SATI up Blade bearing combined moment

SATI down

Power setpoint

Yaw angle

SAWS and SATI denote sector-averaged wind speed and sector-averaged turbulence intensity, respectively. The listed load target channels correspond to

damage equivalent loads derived from the aeroelastic simulations.

Figure 2. Detailed workflow of the surrogate model development.
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Figure 3. Code workflow.

3.1 Preprocessing

Following the completion of the aeroelastic simulations described in Section 2, the generated datasets require preprocessing

before they can be used for surrogate model development. The preprocessing workflow is implemented through three Python

scripts located in the Preprocessing directory of the accompanying GitLab repository: dataset_evaluation.py,

prepare_training_dataset.py, and prepare_test_dataset.py. Together, these scripts evaluate the simula-310

tion output database and generate the inputs required for the subsequent training and evaluation stage.

As discussed in Section 2, each simulation was performed using multiple inflow realizations generated from different random

seeds. The resulting NetCDF files therefore contain statistical summaries across all realizations. The surrogate models are

trained using the MISO (Multiple-Input Single-Output) approach, that is, a single surrogate model is developed for every target

channel presented in Table 8. For the surrogate model development in this work, the median (p50) response is selected. This315

choice reflects the objective of training models that represent the typical turbine response under a given operating condition

rather than extreme realizations. Furthermore, the median is less sensitive to outliers than the arithmetic mean, making it a

more robust representation of the underlying simulation response.

The script dataset_evaluation.py provides an initial assessment of the generated datasets. It imports the training

and test NetCDF files for each operational mode and produces histograms of the input and target variables, together with320

projections of the input space. These visualizations facilitate comparison of the training and test distributions and help verify
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that the test samples remain within the domain covered by the training data. This assessment is important because samples

outside the training domain require the surrogate models to extrapolate, which generally reduces predictive accuracy because

predictions are made beyond the models’ validity region. Figs. 4 and 5 present representative distribution plots for two target

channels under the PP and SU operational modes, respectively. In all cases, the test samples lie within the ranges covered by325

the training and validation datasets.
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Figure 4. Distributions of the training/validation, and test samples for two representative target channels under the PP operational mode:

blade-root combined-moment DEL (left) and tower-base combined-moment DEL (right). Here, n denotes the number of samples.
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Figure 5. Distributions of the training/validation, and test samples for two representative target channels under the SU operational mode:

blade-root combined-moment DEL (left) and tower-base combined-moment DEL (right). Here, n denotes the number of samples.

The preparation of the training dataset is performed by prepare_training_dataset.py. The script imports the

NetCDF files, extracts the selected input variables and target channels, and creates independent datasets for each predicted

output quantity. The data are then randomly divided into training and validation subsets using an 80/20 % split with a fixed

random seed to ensure reproducibility.330

Two alternative feature engineering strategies are supported. The first, referred to as no_deltas, uses the original sector-

averaged wind speed and turbulence intensity values together with the available control variables i.e. power & yaw setpoint.
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The second strategy, deltas, augments the original feature set with the left-right differences in sector-averaged wind speed

and turbulence intensity. These additional variables enable an assessment of whether this additional information, regarding

assymetrical inflow conditions, improves the model performance.335

The preprocessing script also removes control variables that are not relevant for specific operational modes, such as yaw

misalignment for start-up and shut-down, and both yaw misalignment and power setpoint for the parked mode.

The framework further supports three alternative scaling strategies. Standard scaling transforms each feature to have zero

mean and unit variance according to

xscaled =
x−µ

σ
(6)340

where µ and σ denote the sample mean and standard deviation, respectively. Min-Max scaling maps each feature to a fixed

interval, here [0,1], according to

xscaled =
x−xmin

xmax −xmin
(7)

where xmin and xmax are the minimum and maximum values of the corresponding feature. Both transformations are im-

plemented using the StandardScaler and MinMaxScaler classes available in the scikit-learn library (Pedregosa345

et al. (2011)). In addition, the framework provides an unscaled dataset, which is used for the RF models since tree-based

methods are generally insensitive to feature scaling. The fitted input and output scalers are stored and reused during model

evaluation to ensure that identical transformations are applied to the test data.

Finally, prepare_test_dataset.py follows the same feature extraction and feature engineering procedure as the

training data preparation but does not perform a train-validation split or apply feature scaling. Instead, the prepared test datasets350

are stored in their original form, while any required scaling is applied during model inference using the scalers obtained from the

training data. This ensures a consistent preprocessing pipeline while preserving the independence of the test dataset throughout

model development.

3.2 Training

The training stage of the framework is organized into three independent model families: ANNs, GPR, and RF. Each model355

family is implemented in a dedicated directory of the accompanying GitLab repository, which contains the corresponding

training scripts and model-specific utilities. These model families were selected because of their widespread adoption in re-

search and industrial applications and their complementary characteristics. ANNs offer flexible and scalable approximations of

complex nonlinear relationships, particularly for large datasets, while providing efficient inference once trained. GPR is well

suited to smaller datasets and provides accurate predictions using comparatively simple model configurations, whereas RFs can360

achieve robust predictive performance at relatively low computational cost. Their fundamentally different learning principles

enable users to select a model according to the dataset size, computational resources, and application requirements, rather than

presenting any single algorithm as universally optimal.
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Different training strategies are adopted for the PP operational mode and the remaining operational modes (SU, SD, and PK).

The primary motivation for this separation is the considerable difference in dataset size. The power production dataset contains365

approximately 300,000 datapoints for each target channel, whereas the remaining operational modes contain between approx-

imately 1000 and 5000 datapoints. Consequently, different network architectures and hyperparameter optimization strategies

are employed to account for the different data regimes.

For the PP operational mode, surrogate models are trained for all 22 target channels, including both operational variables

and structural loads. In contrast, only the 19 structural load channels are considered for the SU, SD, and PK operational370

modes, since operational variables are either constant or not physically meaningful during these transient or parked conditions.

Similarly, the two feature engineering strategies introduced in Section 3.1 are evaluated only for the PP operational mode. Since

the remaining operational modes consist exclusively of uniform inflow simulations, the left-right wind speed and turbulence

intensity differences are negligible and therefore do not provide additional information. Both scaling strategies are evaluated

for ANN and GPR models in all operational modes, whereas RF models are trained exclusively on the unscaled datasets.375

Following hyperparameter optimization, the selected models are stored in the corresponding models directory while their

training metadata and performance summaries are stored in the corresponding results directory.

3.2.1 Artificial Neural Networks

Artificial Neural Networks constitute the most flexible model family included in the framework. Their ability to approximate

highly nonlinear relationships makes them particularly suitable for predicting wind turbine operational variables and structural380

loads. However, the optimal network complexity depends strongly on the amount of available training data. Consequently, two

different ANN implementations are adopted within the framework.

For the PP operational mode, the models are implemented using the TensorFlow/Keras framework (Martin et al. (2015)) and

optimized using the Optuna hyperparameter optimization library (Akiba et al. (2019)). Hyperparameter tuning is performed

using the Tree-structured Parzen Estimator (Bergstra et al. (2011)), a Bayesian optimization algorithm that efficiently explores385

the search space by learning probabilistic models of promising parameter combinations.

Each Optuna trial defines a complete network architecture consisting of four fully connected hidden layers, the number of

neurons in each layer, the activation function, and the learning rate. The candidate models are evaluated using five-fold cross

validation on the training dataset with the cross-validated Mean Squared Error (MSE) serving as the optimization objective.

After identifying the best hyperparameter configurations, the selected networks are retrained using the original training dataset390

while monitoring the fixed validation dataset created during preprocessing. Early stopping with restoration of the best weights

is employed to prevent overfitting, while the learning rate is automatically reduced when the validation loss reaches a plateau.

Rather than retaining only the single best Optuna trial, the framework stores the five highest-performing unique hyperpa-

rameter configurations. This design choice reduces the dependence of the final benchmark on a single optimization run and

allows the candidate models to be compared during the subsequent postprocessing stage before selecting the final benchmark395

model for each target channel.
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For the SU, SD, and PK operational modes, a different implementation is adopted. Instead of TensorFlow/Keras, the models

are developed using the Skorch library (Tietz et al. (2017)), which provides a scikit-learn compatible wrapper around PyTorch

neural networks. Although both implementations are based on feed-forward multilayer perceptrons, the Skorch implementation

exhibits considerably lower computational overhead for the relatively small datasets associated with these operational modes.400

The reduced dataset size also motivates a simpler network architecture. During hyperparameter optimization, both two-

and three-layer networks are considered together with smaller hidden layer sizes. Similar to the PP workflow, Optuna is used

to identify the optimal hyperparameter configuration using five-fold cross validation. Following model selection, the final

networks are retrained using the combined training and validation datasets in order to maximize the amount of information

available for parameter estimation before evaluation on the independent test dataset.405

The two different grids for hyperparameter search are presented in Table 9.

Table 9. Hyperparameter search space for the ANN models. Different search spaces are adopted for the power production operational mode

and the remaining operational modes to account for the substantial difference in dataset size.

Hyperparameter Power production Start-up / Shut-down / Parked

Hidden layers 4 2–3

Neurons per layer 64–128 8–32

Activation function GELU, LeakyReLU GELU, Swish, LeakyReLU

Learning rate 0.005, 0.0075, 0.01 0.005, 0.0075, 0.01

Batch size 512 256

Maximum epochs 1000 500

Optuna trials 60 70

Cross-validation 5-fold 5-fold

3.2.2 Gaussian Process Regression

Gaussian Process Regression is included as a probabilistic baseline capable of providing highly accurate predictions together

with an estimate of predictive uncertainty. However, the computational complexity of GPR scales cubically with the number

of training samples, making the method impractical for the approximately 300,000 datapoints contained in the PP operational410

mode training dataset. Consequently, GPR models are trained only for the SU, SD, and PK operational modes, where the

datasets remain sufficiently small for exact Gaussian process training and inference.

The implementation is based on the GaussianProcessRegressor (Rasmussen and Williams (2005)) class provided

by the scikit-learn library. Three covariance functions are considered during model selection: a Matérn 3/2 kernel with

an additional White kernel, a Rational Quadratic kernel, and a Radial Basis Function kernel. For each kernel, the optimizer is415

restarted five times in order to reduce the likelihood of converging to local optima during marginal likelihood optimization.
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Model selection is performed using the fixed training and validation datasets generated during preprocessing. Each kernel is

trained on the training subset and evaluated on the validation subset using the MSE. The kernel yielding the lowest validation

error is selected as the final model configuration. To maximize the information extracted from the limited amount of available

data, the selected kernel is subsequently retrained using the combined training and validation datasets before being stored in the420

repository. This procedure preserves an unbiased model selection process while allowing the final surrogate model to exploit

the complete set of available observations.

3.2.3 Random Forest Regressor

Random Forests provide an ensemble-based regression approach that is robust to nonlinear feature interactions while requiring

comparatively limited hyperparameter tuning. The framework employs the RandomForestRegressor (Breiman (2001);425

Geurts et al. (2006)) implementation available in scikit-learn. Since decision tree ensembles are largely insensitive to

feature scaling, RF models are trained exclusively using the unscaled datasets prepared during preprocessing.

Hyperparameter optimization is performed through an exhaustive grid search using the ParameterGrid utility of scikit-

learn. For the PP operational mode, the larger amount of available training data and the model robustness enable the use of a

fixed training-validation split for model selection. Each candidate hyperparameter combination is trained on the training subset430

and evaluated on the validation subset using the MSE. Once the optimal configuration has been identified, the final RF model

is retrained using the combined training and validation datasets before being stored in the repository.

For the SU, SD, and PK operational modes, the considerably smaller datasets motivate a different validation strategy. Instead

of relying on a single validation subset, five-fold cross validation is employed during the grid search in order to obtain a more

robust estimate of model performance while maximizing the effective use of the available data. The optimal hyperparameter435

combination is then retrained using the complete combined training and validation dataset. Compared with the PP operational

mode, the corresponding hyperparameter grid is also reduced to reflect the lower model complexity required for the smaller

datasets. The two different grids are presented in Table 10.

The RF hyperparameters were selected to balance model flexibility, regularization, and computational efficiency while main-

taining a limited search space. The number of trees (n_estimators) was fixed at 300 to provide stable predictions, as further440

increases were expected to offer diminishing benefits at additional computational cost. The remaining hyperparameters were

tuned to control tree complexity, introduce diversity among trees, and regulate the amount of training information used during

tree construction. Together, these choices enabled the models to capture complex relationships in the data while reducing the

risk of overfitting.
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Table 10. Hyperparameter search spaces for the RF models. Different search spaces and validation strategies are adopted for the power

production operational mode and the remaining operational modes to account for the substantial difference in dataset size.

Hyperparameter Power production Start-up / Shut-down / Parked

Number of trees 300, 600 300

Minimum samples per split 2 2

Maximum depth 12, 24 None, 6

Minimum samples per leaf 1, 20 1, 4

Maximum features 0.5, 1.0 0.5, 1.0

Maximum samples None, 0.2 None, 0.8

Validation strategy Fixed validation set 5-fold cross-validation

3.3 Postprocessing445

The postprocessing stage completes the data-driven model development framework by identifying the best-performing models

obtained during the training stage and organizing them into a benchmark model library. The corresponding scripts are located

in the Postprocessing directory and consist of models_select_candidates.py and select_best_models_

per_algorithm.py.

Within the postprocessing step, the script models_select_candidates.py is applied exclusively to the ANN model450

family. As described in Section 3.2.1, the ANN training workflow retains the five highest-performing candidate architectures

identified during the Optuna optimization for every combination of operational mode, target channel, feature engineering

strategy, and scaling method. These candidate models are subsequently evaluated on the independent test dataset using the

coefficient of determination (R2), the Mean Absolute Error (MAE), and the Root Mean Squared Error (RMSE). Rather than

selecting the model based on a single performance metric, the framework adopts a majority-voting strategy in which the455

candidate achieving the best performance in at least two of the three metrics is selected as the final representative of the

corresponding preprocessing configuration. The selected models are stored in the models_candidates directory.

The final stage is performed by select_best_models_per_algorithm.py, which is applied independently to each

model family. The script imports all trained models corresponding to the different preprocessing configurations, evaluates them

on the same set of performance metrics (R2, MAE, and RMSE), and identifies the best-performing surrogate model for each460

operational mode and target channel. The selected models are copied to the models_best directory together with their

associated performance summaries.

Following the execution of these two scripts, the surrogate-model development framework is complete. The resulting bench-

mark library contains one representative model from each model family for every operational mode and target channel, selected

from all combinations of preprocessing strategies investigated during model development. This curated collection forms the465

basis for the comparative analysis presented in Section 4 and provides a standardized set of surrogate models that can be

directly used in future studies.
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In addition to the model selection workflow, the postprocessing stage provides utilities for the systematic analysis and visu-

alization of the resulting surrogate models. The script model_performance_summary.py imports the final benchmark

models from all three model families, evaluates them on the independent test dataset, and generates a comprehensive summary470

of their predictive performance. The resulting performance metrics are exported in both CSV and PDF formats, while addi-

tional summary figures are produced to visualize the predicted target channels as a function of binned wind speed for the test

dataset. These outputs facilitate the comparative assessment of the different surrogate model families and form the basis for

the performance evaluation presented in Section 4.

3.4 Surrogate model performance evaluation metrics475

Throughout this study, the prediction error is defined as ei = ypred,i − yactual,i. Accordingly, positive errors indicate overpre-

diction, whereas negative errors indicate underprediction. The mean error therefore quantifies the average prediction bias, with

positive and negative values corresponding to systematic overprediction and underprediction, respectively. The standard devi-

ation of the error characterizes the dispersion of the prediction errors around their mean. The normalized root mean squared

error (NRMSE) is expressed as a percentage and calculated by normalizing the RMSE by the range of the actual values in the480

test dataset:

NRMSE =
RMSE

yactual,max − yactual,min
× 100%. (8)

The remaining performance metrics, namely R2, MAE, and RMSE, follow their standard definitions.

To complement the quantitative evaluation, the script surrogate_aeroelastic_response_summary.py provides

a qualitative analysis of the trained surrogate models. Rather than relying on the test dataset, the script generates user-defined485

input combinations on the fly and evaluates the corresponding surrogate predictions over the selected input space. The resulting

response surfaces, which are exported in PDF format, enable the aeroelastic behaviour learned by the surrogate models to be

visualized and facilitate the identification of trends, nonlinearities, or unexpected model behaviour in different regions of the

operating space.

4 Results490

This section presents the results of the model training described in Section 3.2 and demonstrates complementary approaches

for evaluating surrogate-model performance. The aim is not to provide an extensive physical interpretation of the individual

model predictions, but to illustrate why multiple evaluation methods should be considered when assessing data-driven models.

Performance metrics alone may provide an incomplete representation of model quality, as their values depend strongly on

the composition and distribution of the test dataset. They should therefore be complemented by visualizations that reveal495

model behaviour across different regions of the input and output spaces, as well as potential systematic biases. The evaluation

presented here includes performance metrics calculated using the test set defined in Section 2, error-distribution plots, and

comparisons across model families and target groups. In addition, surrogate aeroelastic response plots are examined using
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datasets generated specifically for this purpose. These datasets are created on the fly by sweeping one input parameter across a

prescribed range while holding all other input variables fixed, and are therefore independent of the test set. Representative load500

channels are selected for these visualizations, while detailed performance tables covering all target channels and operational

modes are provided in the Appendix for completeness.

4.1 Performance metric plots

The first set of figures is derived from the performance-metric summary CSV file generated using the model_performance_summary.py.

Fig. 6 provides an overview of model performance across the considered operational modes and target channels in terms of505

the coefficient of determination, R2 (left), and the NRMSE (right). Each point represents the performance obtained for an

individual target channel, while the horizontal black lines indicate the median performance of each model family. The width

of each violin represents the estimated density of the corresponding metric values and therefore illustrates how performance

is distributed across the target channels. This representation complements the median values by showing the variability in

performance within each combination of model family and operational mode.510
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Figure 6. Distribution of R2 and NRMSE values across target channels within the test dataset for the ANN, GPR, and RF models under

the four operational modes. Individual points represent target channels, while the horizontal black lines indicate the median values for each

model family.

Overall, the ANN and GPR models exhibit broadly comparable metric distributions, with high median R2 values and rel-

atively low median NRMSE values across the operational modes for which they were trained. By contrast, the RF models

generally exhibit lower R2 values and higher NRMSE values, particularly for the transient start-up and shut-down cases. The

spread of the distributions further demonstrates that model performance is target-dependent: a high median value does not

imply equally accurate predictions for every response channel.515

The comparatively weaker performance of the RF models should be interpreted in relation to both the properties of the

algorithm and the design of the dataset split. RFs partition the input space into a collection of regions and produce piecewise-

constant predictions based on the training observations assigned to the terminal leaves of the individual trees. Consequently,

they do not provide smooth interpolation between discrete training points in the same manner as the ANN and GPR models. As
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described in Section 2.2, the test set was deliberately constructed to include yaw angles and power setpoints located between the520

discrete values represented in the training and validation sets. This split therefore provides a direct assessment of the models’

ability to interpolate across these input dimensions and is particularly challenging for the RF models.

The inclusion of RF models nevertheless serves an important benchmarking purpose by illustrating the interaction between

the selected model family, the sampling strategy, and the evaluation dataset. Their performance should therefore not be inter-

preted as a general indication that RFs are unsuitable for surrogate modelling. For a dataset with denser and more uniformly525

distributed input samples, RF models may provide a useful baseline because of their straightforward implementation, compar-

atively low training cost, and limited preprocessing requirements. As the presented framework is reproducible and modular, the

same evaluation procedure can be applied to alternative dataset designs to examine how these characteristics affect the relative

performance of the model families.

Fig. 7 provides a useful visualization of systematic model bias by decomposing the RMSE into its mean-error and error-530

spread components. Points close to zero on the x-axis exhibit little systematic bias, while positive and negative values indicate

consistent overprediction and underprediction, respectively, based on the adopted error definition. In this case, most of the SD

models seem to overpredict several target channels. This distinction is particularly important for subsequent applications such

as fatigue-damage accumulation and remaining useful life estimation, where systematic underprediction may result in unsafe

lifetime estimates, while mild overprediction is generally acceptable because it provides a conservative assessment.535
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Figure 7. Normalized mean error and error standard deviation for each target channel within the test dataset and model family, coloured by

operational mode. The horizontal axis represents the mean error normalized by the RMSE, while the vertical axis represents the standard

deviation of the errors normalized by the RMSE. Positive and negative mean errors indicate systematic overprediction and underprediction,

respectively.

Fig. 8 provides a direct comparison between the ANN and GPR models for each target channel using the test dataset.

Points above the diagonal indicate better ANN performance, whereas points below it indicate better GPR performance. The

operational modes are colour-coded, while the target load groups are distinctly marked. This representation helps identify

whether the relative performance of the two model families is associated with a particular operational mode or type of structural

load.540
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Figure 8. Comparison of ANN and GPR R2 values for individual target channels within the test dataset, colour-coded by operational mode

and distinctly marker by target load group.

Similar to the violin plots presented in Fig. 6, Fig. 9 compares the performance of the three model families, but from a

complementary perspective. While the violin plots summarize performance by operational mode using median values and the

overall metric distributions, this figure groups the results by target type. Specifically, it presents the mean R2 and NRMSE

values for each target group, calculated across the corresponding channels and operational modes. This comparison helps

reveal whether model performance depends on the type of predicted response, such as operational variables or particular load545

components. The whiskers represent one standard deviation above and below the mean and therefore indicate the variability

in performance within each target group. Larger whiskers identify groups for which performance differs more substantially

across channels and operational modes.
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Figure 9. Mean R2 (left) and NRMSE (right) of the ANN, GPR, and RF models, grouped by target type. Whiskers represent one standard

deviation above and below the mean across the evaluated target channels and operational modes.
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4.2 Training time

Table 11 summarizes the approximate time required to train a single model from each model family for one target channel, us-550

ing a single scaling method and feature-engineering strategy. For consistency, the reported times correspond to the same target

channel across all model families. The ANN models exhibit the longest training times, primarily because of their more com-

putationally demanding hyperparameter-optimization procedure. This difference is most pronounced for the power-production

mode, for which ANN training requires approximately two orders of magnitude more time than the corresponding RF model.

Training time may therefore constitute an additional consideration when selecting a suitable surrogate-model family, alongside555

predictive performance and other model characteristics.

The reported values should, however, be interpreted as indicative estimates for the specific computational setup and model

configurations employed in this study, rather than as generally applicable benchmarks. Absolute training times may vary sub-

stantially depending on the available computational resources, model architecture, dataset size, and hyperparameter-optimization

strategy. Consequently, the relative computational cost of the different model families may also change under alternative im-560

plementations and training configurations.

Table 11. Approximate training times for the different surrogate models and operational modes in a standard laptop.

ANN GPR RF

PP SU, SD, PK PP SU, SD, PK PP SU, SD, PK

Training time 60 min 20–60 s – 2–40 s 2.5 min 30 s

4.3 Test dataset prediction-based plots

The prediction-based evaluation is presented for four representative load channels: the blade-root combined moment, shaft

combined bending moment, tower-top combined moment, and tower-base combined moment. Figs. 10 and 11 show the corre-

sponding percentage-error distributions for the four operational modes (rows) and model families (colour-coded curves). The565

horizontal-axis limits are kept consistent within each column, enabling comparison of the same target channel across opera-

tional modes. A well-performing model should produce a narrow error distribution centred around the vertical zero-error line.

A shift towards positive or negative errors indicates overprediction or underprediction, respectively, while a wider distribution

indicates greater variability in the prediction errors.
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Figure 10. Percentage-error distributions of the ANN, GPR, and RF predictions for the blade root combined and shaft combined bending

moments within the test dataset. Columns correspond to target channels and rows to operational modes. The vertical black dashed line indi-

cates zero prediction error, and the horizontal-axis limits are consistent within each column. Curves are normalized to represent probability

density.
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Figure 11. Percentage-error distributions of the ANN, GPR, and RF predictions for the tower-top and tower-base combined moments within

the test dataset. Columns correspond to target channels and rows to operational modes. The vertical black dashed line indicates zero prediction

error, and the horizontal-axis limits are consistent within each column. Curves are normalized to represent probability density.

Overall, the ANN and GPR models exhibit closely aligned and comparatively narrow error distributions across the eval-570

uated target channels and operational modes. In contrast, the RF models consistently produce wider distributions, indicating

greater error variability and supporting the lower predictive performance observed from the quantitative metrics. A systematic

tendency towards overprediction is particularly evident for the shaft combined bending moment during SD, for which the error

distributions of all three model families are shifted towards positive values relative to the zero-error line.
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Figs. 12 and 13 show the percentage prediction errors as a function of rotor-averaged wind speed, with operational modes575

arranged by row and representative target channels by column. This visualization helps identify wind-speed regions in which

the models exhibit increased error or systematic bias.

Figure 12. Percentage prediction error as a function of rotor-averaged wind speed for the ANN, GPR, and RF models, evaluated for the

blade-root and shaft combined bending moments. Columns represent the selected target channels and rows represent the operational modes.

The horizontal dashed line indicates zero prediction error.
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Figure 13. Percentage prediction error as a function of rotor-averaged wind speed for the ANN, GPR, and RF models, evaluated for the

tower top and tower base combined moments. Columns represent the selected target channels and rows represent the operational modes. The

horizontal dashed line indicates zero prediction error.

In the present results, no wind-speed region appears to consistently produce higher errors across all targets and operational

modes. However, since the dataset is multivariate, an apparent concentration of errors within a particular wind-speed range

cannot necessarily be attributed to wind speed alone. It may also result from other input variables, such as turbulence-intensity580

values, that occur predominantly within that region. Therefore, this visualization provides an initial assessment of regions

associated with high prediction errors. However, further analysis is required to determine the underlying causes of potential
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errors. Users can select different variables for the x-axis, such as rotor-averaged turbulence intensity, power setpoint, or yaw

angle, to examine how the prediction errors vary across the input space and identify regions of reduced model accuracy.

4.4 Surrogate aeroelastic response585

The surrogate aeroelastic response plots provide a complementary means of visualizing the behaviour of the data-driven models

under prescribed operating and ambient conditions. An input dataset can be generated on the fly by fixing selected variables

and sweeping another variable, as demonstrated here for rotor-averaged wind speed. Alternatively, multiple input combinations

representing specific ambient conditions may be generated and passed through the models to estimate the corresponding DELs,

which could support applications such as fatigue-damage accumulation and remaining-useful-life estimation. This approach590

also allows the models to be inspected in regions that are sparsely represented, or not represented, in the test set.

Since these inputs are generated independently by sweeping the wind speed over a continuous range, no corresponding

aeroelastic simulations are available for direct comparison at every evaluated point. However, the primary purpose of this

analysis is not to assess predictive accuracy against individual ground-truth simulations, which is addressed in Sections 4.1

and 4.3, but rather to examine the qualitative behaviour of the surrogate models across a continuous range of inputs. This595

representation provides insight into how the models respond to systematic changes in the input parameters and helps identify

potential limitations arising from the characteristics of the training dataset.

Fig. 14 presents the predicted blade-root and main-shaft DEL responses for the four operational modes. Correspondingly,

Fig. 15 presents the predicted tower-top and tower-base DEL responses.
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Figure 14. Surrogate aeroelastic responses of the blade-root combined DEL and shaft combined bending DEL as functions of rotor-averaged

wind speed. The input dataset is generated on the fly by varying wind speed from 4 to 25 m/s, except for start-up, where the range is 4–12

m/s. Turbulence intensity is fixed at 0.10, the shear exponent at 0.20, the yaw angle at 0◦ where applicable, and the power setpoint at 1.0

where applicable.
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Figure 15. Surrogate aeroelastic responses of the tower-top and tower-base combined DELs as functions of rotor-averaged wind speed. The

input dataset is generated on the fly by varying wind speed from 4 to 25 m/s, except for start-up, where the range is 4–12 m/s. Turbulence

intensity is fixed at 0.10, the shear exponent at 0.20, the yaw angle at 0◦ where applicable, and the power setpoint at 1.0 where applicable.

The stepwise RF responses reflect the inherent partitioning of the input space by decision trees, which assign constant600

predictions within each terminal region. Consequently, RF models do not provide smooth interpolation between training sam-

ples, even when the underlying physical response is expected to vary continuously. This characteristic is clearly exposed by

the present wind-speed sweeps, particularly in operational modes with sparse or non-uniformly distributed training data. The

resulting abrupt changes and plateaus are unlikely to represent the physical variation of turbine loads with wind speed and

indicate a limitation of RF models for reproducing continuous aeroelastic response curves. By contrast, the ANN and GPR605

models generally produce smooth and mutually consistent load responses across the evaluated wind-speed ranges. Agreement

between these independently trained model families increases confidence that the predicted trends reflect patterns present in the

underlying simulation data, although it does not establish their physical accuracy in the absence of corresponding aeroelastic

simulations. A notable exception is the shaft combined bending DEL during start-up, for which the ANN and GPR predictions
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differ substantially in both magnitude and response trend. This discrepancy may indicate that one of the models is overfit-610

ting the available training data. With insufficient training samples to adequately constrain the response, the models may learn

different approximations of the underlying relationship, leading to substantial differences in the predicted magnitude and trend.

Determining which model provides the more plausible response would require examining the distribution and observed

behaviour of the relevant training and test samples. Additional sweeps over multiple combinations of turbulence intensity, shear

exponent, yaw angle, and other applicable inputs would also be necessary to establish whether the discrepancy is persistent615

or specific to the selected input conditions. This example demonstrates how surrogate aeroelastic response plots can reveal

model-specific behaviour and regions of disagreement that may not be apparent from aggregate performance metrics alone.

5 Conclusions

This study presented an openly accessible benchmark dataset and a modular data-driven modelling framework for predicting

operational variables and DELs of the IEA 3.4 MW reference wind turbine. The dataset was generated through aeroelastic sim-620

ulations covering multiple operational modes and control setpoints, while the accompanying framework supports the complete

surrogate-modelling workflow, including data preprocessing, model training for ANNs, GPR and RF models, performance

evaluation, and postprocessing.

The objective of this work was to provide a transparent and reproducible foundation for future model-development and

benchmarking studies, rather than to introduce a novel surrogate-modelling methodology. The proposed resources support625

several complementary applications. The aeroelastic simulation dataset can be used to train alternative surrogate-model families

or to investigate different preprocessing, feature-engineering, training, and postprocessing strategies, thereby enabling the

comparison of new modelling approaches using a common underlying dataset. Beyond surrogate modelling, the dataset can

also be used to investigate trends in the turbine’s aeroelastic response across a broad range of operating conditions characterized

by inflow and control variables. It may therefore provide a useful reference for researchers seeking to understand the response630

of a representative wind turbine before developing other types of data-driven, reduced-order, or physics-based models.

Conversely, the surrogate-training framework can be applied to other aeroelastic simulation datasets, provided that they

follow a compatible file structure or can be readily adapted to the required structure. In this context, the implemented models

and evaluation procedures provide a reference workflow for conducting systematic performance comparisons similar to those

presented in Section 4.635
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Appendix

Table 12. Model performance comparison for the power production operational mode.

Target channel
ANN RF

R2 [-] Mean error ± std NRMSE [%] R2 [-] Mean error ± std NRMSE [%]

Operational variables
Generator power 1.000 -0.6 ± 14.9 0.45 0.998 -11.7 ± 51.9 1.59

Rotor speed 1.000 -0.0 ± 0.0 0.46 0.999 -0.0 ± 0.1 0.89

Pitch angle ADC 0.996 0.4 ± 2.9 1.51 0.986 0.6 ± 5.7 3.00

Blade loads
Blade root edgewise moment 0.997 1.7 ± 16.1 1.06 0.991 -0.7 ± 28.1 1.84

Blade root flapwise moment 0.997 4.0 ± 75.1 0.76 0.984 -17.1 ± 167.9 1.70

Blade root pitching moment 0.997 0.1 ± 0.4 0.71 0.984 -0.0 ± 0.9 1.74

Blade root in-plane moment 0.999 0.8 ± 11.9 0.38 0.993 -10.2 ± 35.4 1.17

Blade root out-of-plane moment 0.997 7.8 ± 40.0 0.68 0.984 5.7 ± 95.1 1.59

Blade root combined moment 0.997 0.1 ± 60.9 1.20 0.985 -1.6 ± 126.3 2.50

Blade bearing combined moment 0.998 3.7 ± 30.3 0.80 0.987 -5.0 ± 75.4 1.97

Main shaft loads
Low-speed shaft torque 0.998 0.6 ± 5.4 1.03 0.990 -0.1 ± 12.6 2.39

Low-speed shaft y bending moment 0.997 6.2 ± 54.0 0.64 0.981 3.4 ± 143.5 1.70

Low-speed shaft z bending moment 0.997 10.7 ± 59.3 0.71 0.982 2.7 ± 140.4 1.65

Shaft combined bending moment 0.994 10.2 ± 40.3 1.19 0.974 -2.9 ± 84.8 2.43

Tower top loads
Yaw bearing roll moment 0.997 1.1 ± 6.6 1.11 0.994 -0.1 ± 10.6 1.74

Yaw bearing pitch moment 0.996 9.2 ± 41.2 1.00 0.979 2.3 ± 96.3 2.28

Yaw bearing yaw moment 0.990 10.2 ± 62.7 1.58 0.972 -4.9 ± 107.3 2.67

Tower top combined moment 0.997 3.5 ± 26.4 0.68 0.977 5.0 ± 73.3 1.89

Tower base loads
Tower base side-side moment 0.983 30.8 ± 488.2 2.41 0.976 44.4 ± 585.0 2.89

Tower base fore-aft moment 0.996 31.0 ± 349.2 1.34 0.982 79.6 ± 705.4 2.72

Tower base torsional moment 0.993 7.6 ± 53.4 1.30 0.970 -8.3 ± 114.1 2.76

Tower base combined moment 0.996 12.1 ± 320.0 1.38 0.981 108.5 ± 674.1 2.94

Units of the mean error and standard deviation: generator power in kW, rotor speed in RPM, pitch angle ADC in degrees, and all load channels in kNm.
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Table 13. Model performance comparison for the start-up operational mode.

Target channel
ANN GPR RF

R2 [-] Mean error ± std NRMSE [%] R2 [-] Mean error ± std NRMSE [%] R2 [-] Mean error ± std NRMSE [%]

Blade loads
Blade root edgewise moment 0.994 11.5 ± 22.4 2.37 0.995 7.4 ± 21.2 2.11 0.989 18.0 ± 27.9 3.12

Blade root flapwise moment 0.962 104.1 ± 282.0 5.41 0.963 67.6 ± 287.3 5.31 0.950 86.2 ± 332.2 6.17

Blade root pitching moment 0.817 0.7 ± 0.8 8.66 0.894 0.5 ± 0.6 6.61 0.604 1.0 ± 1.1 12.75

Blade root in-plane moment 0.998 0.8 ± 17.0 1.43 0.998 5.7 ± 17.7 1.56 0.998 3.5 ± 17.3 1.48

Blade root out-of-plane moment 0.991 16.3 ± 66.5 2.54 0.989 -18.3 ± 73.1 2.79 0.969 22.5 ± 123.2 4.64

Blade root combined moment 0.991 -12.2 ± 130.4 2.83 0.989 -35.9 ± 143.5 3.20 0.977 3.2 ± 212.4 4.60

Blade bearing combined moment 0.993 2.1 ± 44.7 2.43 0.993 6.7 ± 43.2 2.37 0.963 40.4 ± 92.4 5.48

Main shaft loads
Low-speed shaft torque 0.996 -0.6 ± 6.8 2.42 0.996 -0.5 ± 6.6 2.35 0.973 1.0 ± 17.1 6.08

Low-speed shaft y bending moment 0.918 116.0 ± 116.1 8.20 0.950 74.6 ± 104.3 6.41 0.746 196.8 ± 211.5 14.43

Low-speed shaft z bending moment 0.899 124.5 ± 131.5 8.96 0.946 76.3 ± 108.3 6.55 0.740 193.7 ± 216.7 14.38

Shaft combined bending moment 0.977 12.3 ± 52.3 4.11 0.962 40.2 ± 54.9 5.21 0.843 91.8 ± 104.9 10.67

Tower top loads
Yaw bearing roll moment 0.995 3.0 ± 7.4 2.42 0.996 0.7 ± 6.8 2.08 0.975 5.2 ± 17.5 5.55

Yaw bearing pitch moment 0.992 20.3 ± 38.6 2.39 0.996 10.0 ± 29.1 1.69 0.917 76.4 ± 113.2 7.50

Yaw bearing yaw moment 0.960 61.5 ± 62.6 5.43 0.983 29.5 ± 49.4 3.56 0.888 57.3 ± 135.6 9.11

Tower top combined moment 0.990 19.8 ± 31.5 2.65 0.995 3.8 ± 27.1 1.95 0.912 6.9 ± 110.9 7.92

Tower base loads
Tower base side-side moment 0.850 -32.4 ± 539.1 8.32 0.841 -83.2 ± 550.5 8.57 0.791 12.8 ± 637.8 9.83

Tower base fore-aft moment 0.935 -526.7 ± 1669.4 5.39 0.915 -790.6 ± 1835.0 6.15 0.898 -622.4 ± 2105.4 6.76

Tower base torsional moment 0.965 60.7 ± 60.7 5.03 0.984 29.6 ± 49.5 3.38 0.892 62.6 ± 138.1 8.89

Tower base combined moment 0.981 -146.5 ± 717.4 3.45 0.977 -333.0 ± 738.4 3.82 0.969 -128.4 ± 939.8 4.47

The mean error and standard deviation for all load channels are expressed in kNm.
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Table 14. Model performance comparison for the shut-down operational mode.

Target channel
ANN GPR RF

R2 [-] Mean error ± std NRMSE [%] R2 [-] Mean error ± std NRMSE [%] R2 [-] Mean error ± std NRMSE [%]

Blade loads
Blade root edgewise moment 0.969 11.6 ± 44.0 3.54 0.973 20.0 ± 37.7 3.32 0.947 28.6 ± 52.4 4.64

Blade root flapwise moment 0.983 23.8 ± 141.8 2.93 0.981 49.7 ± 141.8 3.06 0.929 110.9 ± 272.7 6.00

Blade root pitching moment 0.913 0.4 ± 1.6 4.92 0.888 0.5 ± 1.8 5.58 0.826 0.7 ± 2.2 6.95

Blade root in-plane moment 0.980 35.5 ± 33.2 3.16 0.985 31.8 ± 28.0 2.75 0.964 53.5 ± 37.7 4.25

Blade root out-of-plane moment 0.973 75.4 ± 77.0 3.55 0.975 69.0 ± 78.3 3.44 0.904 158.4 ± 127.8 6.71

Blade root combined moment 0.983 31.5 ± 116.8 3.09 0.984 46.5 ± 109.4 3.03 0.937 73.2 ± 223.7 6.01

Blade bearing combined moment 0.971 61.6 ± 61.8 4.45 0.978 53.3 ± 54.1 3.87 0.902 112.3 ± 116.4 8.25

Main shaft loads
Low-speed shaft torque 0.999 0.6 ± 3.8 0.83 0.999 1.4 ± 4.0 0.92 0.984 2.9 ± 16.9 3.70

Low-speed shaft y bending moment 0.928 208.0 ± 150.2 6.47 0.949 155.7 ± 149.9 5.45 0.846 311.3 ± 208.3 9.45

Low-speed shaft z bending moment 0.955 147.4 ± 137.1 5.09 0.954 141.3 ± 147.2 5.16 0.850 304.6 ± 206.7 9.31

Shaft combined bending moment 0.952 104.8 ± 72.3 4.92 0.968 78.7 ± 68.5 4.03 0.868 158.3 ± 140.2 8.17

Tower top loads
Yaw bearing roll moment 0.998 2.6 ± 6.3 1.16 0.998 4.6 ± 5.1 1.17 0.984 8.7 ± 17.7 3.36

Yaw bearing pitch moment 0.976 97.1 ± 66.3 3.49 0.981 77.4 ± 70.3 3.11 0.895 176.4 ± 168.1 7.24

Yaw bearing yaw moment 0.982 73.5 ± 66.8 2.96 0.988 60.3 ± 56.7 2.47 0.911 142.8 ± 172.4 6.68

Tower top combined moment 0.986 35.9 ± 44.8 2.66 0.993 10.6 ± 38.6 1.86 0.939 74.6 ± 93.3 5.54

Tower base loads
Tower base side-side moment 0.973 -325.2 ± 666.1 3.28 0.962 -153.1 ± 865.6 3.89 0.958 270.9 ± 889.5 4.12

Tower base fore-aft moment 0.985 69.4 ± 542.5 2.25 0.987 101.2 ± 499.7 2.10 0.940 251.9 ± 1073.9 4.54

Tower base torsional moment 0.977 90.9 ± 74.5 3.38 0.987 65.2 ± 59.7 2.54 0.909 154.3 ± 176.7 6.75

Tower base combined moment 0.988 194.9 ± 384.1 2.17 0.990 149.2 ± 357.9 1.95 0.956 484.9 ± 664.6 4.14

The mean error and standard deviation for all load channels are expressed in kNm.
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Table 15. Model performance comparison for the parked operational mode.

Target channel
ANN GPR RF

R2 [-] Mean error ± std NRMSE [%] R2 [-] Mean error ± std NRMSE [%] R2 [-] Mean error ± std NRMSE [%]

Blade loads
Blade root edgewise moment 0.992 -8.4 ± 10.6 1.77 0.990 -9.8 ± 11.3 1.95 0.977 4.9 ± 22.5 3.01

Blade root flapwise moment 0.859 33.3 ± 227.8 6.59 0.880 41.9 ± 208.8 6.10 0.857 60.3 ± 223.7 6.63

Blade root pitching moment 0.915 0.2 ± 1.2 5.10 0.920 0.2 ± 1.1 4.94 0.904 0.5 ± 1.2 5.41

Blade root in-plane moment 0.913 7.9 ± 74.2 4.93 0.921 18.4 ± 68.3 4.67 0.901 26.0 ± 74.8 5.23

Blade root out-of-plane moment 0.998 -2.7 ± 3.7 0.90 0.998 -3.2 ± 3.5 0.93 0.967 8.1 ± 17.4 3.76

Blade root combined moment 0.962 -3.3 ± 43.0 2.60 0.951 1.5 ± 49.3 2.97 0.904 3.5 ± 68.7 4.14

Blade bearing combined moment 0.975 -3.7 ± 23.3 2.36 0.980 0.4 ± 20.9 2.09 0.959 7.4 ± 28.9 2.98

Main shaft loads
Low-speed shaft torque 0.998 -0.0 ± 0.0 1.04 0.998 -0.0 ± 0.0 1.02 0.967 0.0 ± 0.0 3.85

Low-speed shaft y bending moment 0.992 -4.5 ± 11.9 1.83 0.991 -7.9 ± 10.4 1.87 0.970 6.8 ± 23.2 3.48

Low-speed shaft z bending moment 0.995 -0.9 ± 9.4 1.33 0.996 -1.3 ± 8.6 1.22 0.966 11.9 ± 21.6 3.47

Shaft combined bending moment 0.998 -0.2 ± 5.5 0.92 0.998 -1.8 ± 5.8 1.02 0.968 11.4 ± 20.7 3.94

Tower top loads
Yaw bearing roll moment 0.998 -0.3 ± 0.8 0.98 0.998 -0.3 ± 0.8 1.00 0.970 1.4 ± 2.6 3.63

Yaw bearing pitch moment 0.998 -2.4 ± 7.0 0.89 0.998 -3.4 ± 7.1 0.95 0.967 16.1 ± 25.8 3.69

Yaw bearing yaw moment 0.999 -0.2 ± 6.5 0.69 0.998 -3.5 ± 8.6 1.00 0.972 15.6 ± 29.3 3.54

Tower top combined moment 0.999 0.9 ± 6.3 0.77 0.997 -5.3 ± 7.1 1.07 0.968 16.1 ± 25.1 3.62

Tower base loads
Tower base side-side moment 0.994 -3.3 ± 309.5 1.63 0.993 -65.6 ± 334.2 1.79 0.963 300.0 ± 701.7 4.01

Tower base fore-aft moment 0.994 32.1 ± 118.1 1.48 0.994 -33.5 ± 120.8 1.52 0.955 150.5 ± 306.2 4.13

Tower base torsional moment 0.999 -0.4 ± 6.5 0.69 0.998 -3.2 ± 8.7 0.97 0.971 16.3 ± 30.0 3.58

Tower base combined moment 0.990 -79.2 ± 233.1 2.12 0.988 -131.8 ± 232.4 2.30 0.959 177.1 ± 471.7 4.33

The mean error and standard deviation for all load channels are expressed in kNm.
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